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5 DEEP CONVOLUTIONAL NEURAL NETWORKS (CNNs) 
Inference Matters in Embedded 
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7 THE DEEPER THE BETTER… 
Yet With Increased Complexity 

2012 2013 2014 2015

Layers 8 16 58 158

Accuracy % 83.60% 88.80% 93.33% 95.06%
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8 COMPLEXITY OF A STANDARD NETWORK 
GoogLeNet 

  Computational cost is increased by less than 2x compared to AlexNet (<1.5 Bn operations/ evaluation) 

  5M parameters 

1 2 3 4 5 6 7 8 9 

480 480 512 512 512 832 832 256 1024 Width Filters 
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10 EMBEDDED PROCESSING AT THE NETWORK EDGE 
Huge Benefits 

Latency

Bandwidth

Energy

Improvement Due to Edge Processing 
  1,000,000 x         

more energy-efficient 

  10,000 x                    

less bandwidth consumed 

  1,000 x          

lower latency 

Other Improvements in: 

  Privacy  

  Fault-tolerance/ Continuity of service 
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12 MYRIAD 2 MA2x50 
Vision Processing Unit (VPU) Architecture 
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13 SHAVE PROCESSING 
Maximising GEMM Performance 

VRF 32x128-bit                                 (12 ports) 

IRF 32x32-bit                                     (17 ports) 
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14 GoogLeNet RELATIVE GFLOPS/W 
Performance Results 

GoogLeNet Single Inference (Batch = 1) no Heatsink or Fan 

Myriad 2 28 25 1.2 85.61 

GPU-B 20 22 7.5 75.34 10.04 

28 15 7.5 51.37 6.85 GPU-A 

71.34 

nm Process GFLOPS/W GFLOPS fps Power (W) 
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16 HOW MOVIDIUS IS DEPLOYING STANDARD CNNs 
At the Network Edge 
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1,7 

IS IT WORTH IT? 
Incremental Accuracy and the Power Efficiency Cost 
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• Deep Learning for Embedded is all about Inference 
 

• Standard Networks are designed to achieve high-accuracy 
 

• Embedded implementation on architectures such as Movidius VPU can achieve 
significant performance results at the network edge 
 

• Next challenge is to further optimise networks to maximise performance per Watt 

SUMMARY 

The research leading to these results has received funding from the 

European Union Seventh Framework Programme (FP7/2007-2013) under 

grant agreement n°611183 (EXCESS Project, www.excess-project.eu). 

 

Achievements and Future Challenges 



www.movidius.com 
© Copyright Movidius 2016 

THANK YOU 
 

FOR YOUR ATTENTION 


