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Motivations Table-based Bit-serial Processing
Requirement 1
• Needs to support variable weight precisions
A. Differnet DNNs have different optimal precision
B. Desired weight precision depends on target accuracy
Requirement 2
• To unify DNN Core arch. for higher utilization
A. Prior work “DNPU” has heterogeneous cores, 

it is not suitable for various DNN workloads. (Low Util.)

Unified Datapath

This Work - UNPU
1. LUT-based Bit-serial PE (Fully variable 1b to 16b)
• Enhances energy-efficiency by 53 % than fxp arithematic (1b)

2. Unified Datapath for CNN/RNN/FC with Fmap reuse
• Support fully-variable (1bit ~ 16bit) weight precision
• Support versatile CNN & RNN workload combinations

Overall Architecture of UNPU

• Parallel Bit-serial MAC array (18,432 Bit-serial MACs/cycle) 

Concept: Makes partial-sum table for given input activations Two Modes of LBPE
A. Multi-bit mode (2, 3, ,,,. 16bit)

• a LUT performs 3-way MAC
B. 1-bit mode (weight is either 0 or 1)

• a LUT performs 4-way MAC using 2’s complement
• if weight of D(W3,0) is -1, negates the table values
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Architecture: LBPE accumulate partial-sums from LUTs
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Comparison with Fixed-point MAC*

Fixed-point
LBPEs

*Samsung 65nm process, 200MHz, 
1.2V, 576MACs/(Ncycles) (N=1,4,8,16)
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Implementation Results
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Demonstration System
• UNPU gets input data from Android device, 

accelerates DNNs, and transfer DNN results.
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Performance Summary & Comparisons
• Peak 7,372 GOPS (1b) for CNN/RNN/FC
• Peak Power efficiency of 50.6 TOPS/W (1bit)
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